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Benefits of randomization inference

We have consistently seen that we need some source of
exogeneity to identify causal effects.

Randomization inference attempts to exploit what we know
about this exogeneity to make inferences.

It also helps us by forcing us to consider exactly:
What the randomization process is
What hypothesis we are testing

Plus, it
Gives hypothesis tests of the right level using design-based
inference



IV framework

Consider the instrumental variables framework:

D = Zγ +Xδ + η

Y = Dβ +Xξ + ε

Y = Outcome of interest
D = Treatment
Z = Instrument(s)
X = Exogenous covariates
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IV framework

Imbens and Rosenbaum leverage (1) generally, but also to help
when (3) holds weakly (i.e., weak instruments).

If the instrument is weak, it probably provides little information
on treatment and the confidence interval estimates for the
treatment effect are ought to be large.

Traditional standard errors underestimate the size of confidence
intervals when instruments are weak, but randomization
inference provide the correct level.



The sharp null

Let’s simplify the IV model a bit and place it into the Rubin
Causal framework:

Di = f(Zi)
Yi = DiY1i + (1−Di)Y0i

= Di(Y1i − Y0i) + Y0i

= Diτi + Y0i



The sharp null

What is random here?
Z is randomly assigned
D is a function of Z, so it is random
Y is a function of D, so it is random
Y0i is not random since potential outcomes are fixed
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The sharp null

What is our null hypothesis?

τi = τ0 ∀ i

We are assuming that the treatment effect for all individuals is
the same (0, for example). Because we are making an
individual-level hypothesis, this is known as a sharp null.
Compare this to a null hypothesis that states that the average
effect is 0, say.

A sharp null can be tested non-parametrically, but a null about
averages requires parametric distributional assumptions.
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The sharp null

Assuming that the null is true, let’s put that into our equation
and rearrange:

Yi = Diτ + Y0i

Yi = Diτ0 + Y0i

Yi −Diτ0 = Y0i

The LHS is something that we can calculate from our
observations in the sample.

The RHS is something that is not related to the value of the
instrument under the null hypothesis; the RHS is just the
potential outcome under control, which is fixed.
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LHS for the groups Z = 1 and Z = 0, the averages should be
the same.



The sharp null

This implies that, for example, if we calculate the average of the
LHS for the groups Z = 1 and Z = 0, the averages should be
the same.

Notice that we couldn’t get these results if our null was not
sharp.



The sharp null

Suppose that our null hypothesis was false. Then we have:

Yi = Diτ + Y0i

Yi −Diτ0 = Di(τ − τ0) + Y0i



The sharp null

Suppose that our null hypothesis was false. Then we have:

Yi = Diτ + Y0i

Yi −Diτ0 = Di(τ − τ0) + Y0i

Notice that the RHS is going to be correlated with the
instrument since D is correlated with the instrument.

Hence a test statistic based upon the LHS will be related to the
assignment of the instrument.

Our hypothesis tests examine whether there is a relationship
between the assignment of the instruments and Yi −Diτ0.
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How do we do the test?

Consider all the arrangements of the instrument that are
possible. Let Ω be the set of all possible arrangements and z a
draw from Ω.



Hypothesis testing procedure

How do we do the test?

Ask what our null hypothesis is going to be: H0 : τ = τ0.



Hypothesis testing procedure

How do we do the test?

Consider what test statistic t(z,R0) we want to use. Let
R0 ≡ Yi −Diτ0 be the adjusted responses. Notice that this test
statistic changes based upon the value of instruments z that we
use, but we keep the adjusted responses the same no matter
what the instrument is. This is because the adjusted response is
equal to the potential outcome under control under the null
hypothesis, which is fixed.



Hypothesis testing procedure

How do we do the test?

Calculate the test statistic for the observed arrangement of
instruments Z: T ≡ t(Z,R0).



Hypothesis testing procedure

How do we do the test?

Calculate the test statistic for all possible arrangements of
instruments z (or a sufficiently large random sample therefrom).



Hypothesis testing procedure

How do we do the test?

See how often t(z,R0) exceeds T (possibly in absolute value);
reject the null hypothesis if this is infrequent (i.e., less than α%
of the time).



Hypothesis testing procedure

How do we do the test?

Notice that the distribution of the test statistic is determined
solely by the randomization of the treatment assignment.



Test statistics

What test statistics might we use?
Difference in means: 1

|i: Zi=1|
∑

i: Zi=1

R0i − 1
|i: Zi=0|

∑
i: Zi=0

R0i

Rank sum:
∑

i: Zi=1

O(R0i), where O(R0i) is the order

statistic of adjusted response (i.e., the rank of that
response in a list ordered from smallest to largest)
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Test statistics

Difference in means tests have weak power in the presence of
outliers and with skewed or heavy-tailed distributions.

Rank-based tests work well in these situations, but lose some
power under “normal” circumstances and don’t necessarily offer
clear estimates of a treatment effect.

Test statistics are exact—we don’t need to make any
assumptions about the data other than through the
randomization process.



Hodges-Lehmann estimation

We may want to estimate our treatment effect
non-parametrically as well. We can use the Hodges-Lehmann
estimation procedure, which is shown clearest if we use
difference in means as the test statistic.

For some τ0, our test statistic is:
1

|i : Zi = 1|
∑

i: Zi=1

Yi −Diτ0 −
1

|i : Zi = 0|
∑

i: Zi=0

Yi −Diτ0

We can turn this into:
1

|i : Zi = 1|
∑

i: Zi=1

Yi −
1

|i : Zi = 0|
∑

i: Zi=0

Yi

− τ0

 1
|i : Zi = 1|

∑
i: Zi=1

Di −
1

|i : Zi = 0|
∑

i: Zi=0

Di





Hodges-Lehmann estimation
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Under a true null hypothesis, what does this equal? 0.



Hodges-Lehmann estimation

So let’s set this test statistic equal to 0 and solve for τ0:

1
|i : Zi = 1|

∑
i: Zi=1

Yi −
1

|i : Zi = 0|
∑

i: Zi=0

Yi

− τ0

 1
|i : Zi = 1|

∑
i: Zi=1

Di −
1

|i : Zi = 0|
∑

i: Zi=0

Di

 = 0

1
|i : Zi = 1|

∑
i: Zi=1

Yi −
1

|i : Zi = 0|
∑

i: Zi=0

Yi

= τ0

 1
|i : Zi = 1|

∑
i: Zi=1

Di −
1

|i : Zi = 0|
∑

i: Zi=0

Di





Hodges-Lehmann estimation

τ0 =

1
|i: Zi=1|

∑
i: Zi=1

Yi − 1
|i: Zi=0|

∑
i: Zi=0

Yi

1
|i: Zi=1|

∑
i: Zi=1

Di − 1
|i: Zi=0|

∑
i: Zi=0

Di

What is this?



Hodges-Lehmann estimation

τ0 =

1
|i: Zi=1|

∑
i: Zi=1

Yi − 1
|i: Zi=0|

∑
i: Zi=0

Yi

1
|i: Zi=1|

∑
i: Zi=1

Di − 1
|i: Zi=0|

∑
i: Zi=0

Di

What is this?

The Wald/intention-to-treat estimator that we know and love
in IV.



Application to education literature

How do we apply this to the education literature? Let’s
consider the case of quarter-of-birth as an instrument.

Di = f(Zi)
Yi = Diτi + Y0i

Yi = Log earnings
Di = Years of education beyond the minimum
Zi = Quarter-of-birth
Y0i = Income with minimum amount of schooling

Specifically, Imbens and Rosenbaum set Zi = 1 if i was born in
the fourth quarter and Zi = 0 otherwise.



Application to education literature

Suppose that we want to estimate the difference in means. How
do we do it?



Application to education literature

Suppose that we want to estimate the difference in means. How
do we do it?

Calculate the Wald estimator.



Application to education literature

How do we perform a non-parametric hypothesis test?
1 Calculate the adjusted response R0i = Yi −Diτ0.
2 Find the difference in means of the adjusted responses for

those born in quarter four versus those born at other times,
as observed in the data Z.

3 Permute arrangements of birthdates for the individuals z;
assign each person a fourth quarter birthday with
probability 0.245, the empirical frequency of that event.

4 Calculate the difference in means based upon assignment z.
5 Count the number of arrangements z that produce a

greater (in absolute value) difference in means than the
observed birthdates Z. Reject τ0 if this frequency is
sufficiently small.
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Application to education literature

Additionally, by finding the 2.5% and 97.5% quantiles of the
distribution of differences in means, you can create a
non-parametric 5% level confidence interal.



Application to education literature

Notice: In Imbens and Rosenbaum and in Rosenbaum, the
authors assume fixed margins for the randomization process.
This produces a more conservative test relative to a binomial
randomization procedure.



Application to education literature

Suppose you wanted to perform randomization inference on the
Acemoglu and Angrist study that examined the returns to
education by using compulsory schooling laws as an instrument.

How is the randomization different?



Application to education literature

Suppose you wanted to perform randomization inference on the
Acemoglu and Angrist study that examined the returns to
education by using compulsory schooling laws as an instrument.

How is the randomization different?

You would want to assign everyone born in the same state-year
the same value for the instrument. This is because, while we
might believe that a state chooses randomly among compulsory
schooling ages each year, the age that applies to every person
born in that state-year is the same.



Other covariates

How do you use randomization inference to calculate estimates
of and confidence intervals for individual characteristics, like
age, sex, or race or state or year fixed effects?



Other covariates

How do you use randomization inference to calculate estimates
of and confidence intervals for individual characteristics, like
age, sex, or race or state or year fixed effects?

You can’t! These thing are not random so, under randomization
inference, they are taken as fixed. Hence, confidence intervals
and causal inference do not make sense for these variables.



Other covariates

How do you “control for” these characteristics?



Other covariates

How do you “control for” these characteristics?

You break your sample into groups or “strata” based upon
these covariates—a strata of white men born in New Hampshire
in 1983, for example. Then, calculate test statistics within each
strata, then aggregate them.
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