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Steps in eliminating autocorrelation

To obtain BLUE in the presence of autocorrelation, we need to:

1 Generate a model of the autocorrelation,

2 Test for autocorrelation,

3 Assume stationarity, and

4 Generate a model that does not have autocorrelation.

You should see many similarities to dealing with
heteroskedasticity.
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General formulation

In general, a time series model can be written as

yt = trend + seasonal trend + random component,

where

The trend increases or decreases y by some amount each
period.

The seasonal trend changes y by an amount that reoccurs
annually.

The random component is often an autocorrelated error
term.

Some notes

In time series, we are typically trying to do prediction of future
values, rather than estimate cause-and-effect
relationships—does it really make sense to say that the price of
a stock yesterday caused its price today?

Because we aren’t interested in parameters and effects, but
rather in prediction, we are more concerned with getting a good
model, rather than the right model.

Relatedly, there is little theory that guides choices in time series
analysis, making the approach much more guess-and-check.

Time series often have a small number of observations,
providing an additional challenge to this problem.

The problem

Problem: Error terms are correlated: Cov(εt , εt−s | X ) 6= 0.

This produces unbiased estimates, but incorrect standard errors.

We need to model how this autocorrelation arises.
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The AR(1) model

Let’s write
εt = ρεt−1 + νt ;

this is an autoregressive error model of order 1—AR(1).

White noise

νt is called white noise with the properties

Cov(νt , νt−s | X , ε) = 0 ∀s 6= 0 (these errors are
uncorrelated),

E(ν|X ) = 0 (have mean 0), and

Var(νt | X ) = σ2ν (time-invariant variance).

This term is often called an “innovation,”“shock,” or “news”
since it is not known in the previous periods and is not
correlated with future shocks, Put another way, the white noise
error must be uncorrelated with all current, past, and future
values of x .

Note that this implies that Var(εt |X ) = σ2 ∀ t .

Note that we don’t assume anything about correlations among
the x ’s.

One-period correlation

What is the correlation in the error term from one period to the
next?

Cov(εt , εt−1) = Cov(ρεt−1 + νt , εt−1)

= ρCov(εt−1, εt−1) = ρVar(εt−1)

= ρσ2

⇒ Cor(εt , εt−1) =
Cov(εt , εt−1)√

Var(εt)Var(εt−1)

=
ρσ2

σ2
= ρ.
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Two-period correlation

Question: Are εt and εt−2 correlated?

εt = ρεt−1 + νt = ρ(ρεt−2 + νt−1) + νt

= ρ2εt−2 + ρνt−1 + νt .

Hence, Cor(εt , εt−2) = ρ2.

In general, Cor(εt , εt−s) = ρs .
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Example AR(1) autocorrelation function
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Example AR(1) autocorrelation function with true ACF
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Testing for autocorrelation

Once we posit a model of autocorrelation, we need to test
whether it is actually present.

Take the model
yt = β0 + β1xt + εt ,

where εt is assumed to have an AR(1) structure.

Then we can rewrite the model as

yt = β0 + β1xt + ρεt−1 + νt .

Question: Can we estimate this model correctly using OLS?

Yes and no. We can if we observe εt−1, but we don’t. We
basically can estimate it using ε̂t−1.

An auxilliary regression

Note that

ε̂t = yt − ŷt = β0 + β1xt + εt − β̂0 − β̂1xt
= (β0 − β̂0) + (β1 − β̂1)xt + εt

= (β0 − β̂0) + (β1 − β̂1)xt + ρεt−1 + νt .

This is another example of an auxiliary regression when we
replace εt−1 with ε̂t−1.

We can test for autocorrelation by doing a t-test of the
significance of ρ̂.

The Breusch-Godfrey test

We can also do a Lagrange multiplier test using (T − p)× R2 of
this regression relative to a χ2 random variable with p = 1
degrees of freedom, where p is the number of lags that we
include.

Why minus p? We have to drop the first p observations to get
lags to do the test. This is the Breusch-Godfrey test.

Note the analogy to the case of heteroskedasticity and the
Breusch-Pagan test. But here the LHS variable is just the
residual, not the residual squared.

We don’t count the x terms in the degrees of freedom because
their coefficients should be 0.
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A comparison to the BP test

Why don’t we need the squared here?

Heteroskedasticity is about the variance of ε, which is the
expected value of ε2.

In the case of serial correlation, we are looking for the
relationship between εt and past values of the error. In other
words, we are really testing the autocorrelation condition

εt = ρεt−1 + νt .

Testing for multiple lags

This formulation makes it simple to test for an AR(p) process:

εt = ρ1εt−1 + · · ·+ ρpεt−p + νt .

We want p to be as small as necessary—why?

We need to “throw away” the first p observations because,
though we use these values for lags, we can’t use them to
estimate our coefficients because we don’t have their lags.
Fewer observations often (though not necessarily) means less
efficient estimates.

Correcting autocorrelation

Generally, in the presence of autocorrelation, the standard
errors from an OLS model are too small. This is because errors
are typically positively correlated.

With errors that are autocorrelated and a variable that is
stationary, we are able to correct the issue.
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HAC standard errors

The simplest method is to use Heteroskedasticity and
Autocorrelation Consistent (HAC) standard errors, also known
as Newey-West standard errors. They are analogous to the
robust standard errors under heteroskedasticity.

In this case, we do not need to assume a model for the
autocorrelation, but we cannot achieve the best (i.e., most
efficient) estimates. We do have to assume the number of lags
that we need to make autocorrelation go away, however. They
are also not that great in small samples.

We only get best estimates if we use the correct model to
eliminate the autocorrelation.

Dynamic completeness

In order to get consistent standard errors, we need to get a
model that is dynamically complete. Essentially, this means that
we create a model with white noise error.

More formally, letting zt be the covariates that we use in our
model (which may include xt and some lagged values of x and
y), then a dynamically complete model satisfies

E[yt |xt , xt−1, . . . , x0, yt−1, . . . , y0] = E[yt |zt ];

any lagged values that impact the value of yt are included in zt .

Iterated regression

Suppose that we correctly assume an AR(1) model. We have

yt = β0 + εt

= β0 + ρεt−1 + νt

= β0 + ρ(yt−1 − β0) + νt

= β0(1− ρ) + ρyt−1 + νt .

We run the first regression first. This gives us consistent
estimates of the coefficients and thus the residuals.

We run the second regression next, using the lagged residuals
from the first regression. This gets us an estimate of ρ.

Then, we use 1− ρ̂ instead of a constant in the fourth line to
run that regression.
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Cochrane-Orcutt

We get a new estimate of ρ̂ and re-estimate the fourth line until
our estimates don’t change very much.

This iterative procedure is known as Cochrane-Orcutt and is
similar to the GLS procedure to correct for heteroskedasticity.

We get consistent if our model of the autocorrelation is correct
and assuming weak dependence.

We could also use non-linear least squares to estimate this
equation. This yields the same results as Cochrane-Orcutt.

A variant of this approach is known as Prais-Whinston.

Standard OLS

If we use OLS, we could estimate these parameters:

yt = δ0 + δ1xt + δ2xt−1 + δ3yt−1 + νt ,

without iterating. Here, we estimate the δs, rather than the βs
and ρ, but that’s fine if all we want to do is make predictions.

Distributed lag models

What if we lag the predictors, rather than the errors?

A distributed lag model with one covariate lagged s periods can
be written

yt = α+ β0xt + β1xt−1 + · · ·+ βsxt−s + νt .

∂E(yt |X )
∂xt−k

= βk is the k-period impact multiplier; this is the
impact of a 1-unit increase in x on y k periods later.

The time path of the impact multiplier from time 0 onward is
the impulse response function.
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Pulse intervention

What if x is increased temporarily by 1 unit at time t , then
returns to its original values—this is known as a pulse. What is
the impact on y across time?

∞∑
i=0

∂E(yt+i | X )

∂xt
=

s∑
i=0

βi ;

this just sums-up (or integrates) the impulse response function.

Note that, by period t + s + 1, the pulse no longer has any
impact on y .

Jump intervention

Consider increasing x by one unit forever starting at time t .
What is the impact on yt+m?

s∑
i=0

∂E(yt+m | X )

∂xt−i
=

min{m,s}∑
i=0

βi ;

when m ≥ s, this is the total or long-run multiplier; this is the
impact of a 1-unit increase in x that is maintained in total
across all time periods.

We could also sum (or integrate) this estimate over time to get
the change in y over time.

Useage

Since the xt−k are often highly correlated, the standard error on
each impact multiplier are large. But these correlations wash
out for the long-run multiplier and the standard error is more
precise.

We typically don’t use distributed lag models for forecasting
because then we have to predict x in addition to y , which
requires a separate model.
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Autoregressive distributed lag models

Suppose that we have an AR(1) model with a covariate:

yt = β0 + β1xt + ρεt−1 + νt .

Plugging in εt−1 = yt−1 − β0 − β1xt−1, we get

yt = β0 + β1xt + ρ(yt−1 − β0 − β1xt−1) + νt

= β0(1− ρ) + β1xt + (−ρβ1)xt−1 + ρyt−1 + νt .

Since there is a yt−1 on the right-hand side, this is an
autoregressive model. Since there is an xt−1 on the RHS, this is
also a distributed lag model. Hence, it is an autoregressive
distributed lag (ARDL) model.

Pulse multipliers

What is the impact of a one unit pulse in x at time t on yt?
β1.

What is the impact on yt+1?
−ρβ1 + ρβ1 = 0.

General case

We can have a more general ARDL model:

yt = α0 + α1yt−1 + · · ·+ αmyt−m + β0xt + · · ·+ βsxt−s + νt .

The impact of a one unit pulse in x at time t on yt is β0.

The impact at time t + 1 is α1β0 + β1; the impact on y via
lagged y and lagged x respectively.

At time t + 2, this is α1 (α1β0 + β1) + α2β0 + β2.

The impact is no longer felt after period max{m, s}—y returns
to its undisturbed state.

Notes

Notes

Notes



Jump intervention

yt = α0 + α1yt−1 + · · ·+ αmyt−m + β0xt + · · ·+ βsxt−s + νt .

If there is a one unit jump in x at time t , the impact on yt is β0.

At time t + 1, the impact is α1β0 + β1 + β0.

At time t + 2, the impact is
α1 (α1β0 + β1 + β0) + α2β0 + β0 + β1 + β2.

Box-Jenkins analysis

The steps in performing time series analysis are:

1 Look for serial correlation using a plot of the
autocorrelation function and test for it using the BG test.

2 Create a dynamically complete model that is
parsimonious—remove any lags with insignificant
coefficients.

3 Test the residuals from this model for serial correlation.

This is known as the Box-Jenkins procedure. Remember, this
assumes that our variables are stationary.
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