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Framework

Set up: We have an outcome yi for each person i, along
with some other variables x1i, . . . , xki.

Question: How do the x’s predict y? or
What is the effect of the x’s on y?

Tool: Regression analysis.

Regression model

First, we need to choose a model yi = f(x1i, . . . , xki). We
consider models that are linear in the parameters (i.e., the β’s).
Examples:

yi = β0 + β1xi + εi

yi = β0 + β1 log(xi) + εi

log(yi) = β0 + β1xi + εi

log(yi) = β0 + β1 log(xi) + εi

Be sure that you can interpret β1 in these examples.

Also, understand what the impact of x is on y in the model

yi = β0 + β1xi + β2x
2
i + εi.

Notes

Notes

Notes



OLS assumptions

We run a regression under the following Gauss-Markov
assumptions assumptions:

1 Linearity/correct functional form

2 Exogeneity: E[εi|X] = 0

3 Homoskedasticity: Var(εi|X) ≡ σ2i = σ2 ∀ i
4 No serial correlation: Cov(εi, εj |X) = 0 ∀ i 6= j

5 No exact multicolinearity: No xk is a linear combination of
x1, . . . , xk−1

Implications of assumptions

We need:

Assumption 5 to be able to calculate anything, plus

Assumptions 1 and 2 for your coefficients to be unbiased,
plus

Assumptions 3 and 4 for your standard errors to be correct.

If all assumptions hold, then OLS gives the best linear unbiased
estimator (BLUE).

Asymptotics

Though we know the mean (the true β) and variance (the
estimated standard error) of our estimators, we do not yet know
their full distribution.

For this, we assume that we have “a lot” of data and appeal to
asymptotic results:

Law of large numbers: Our estimator is consistent

Central limit theorem: Our estimator is normally
distributed

Without this assumption, we have to make assumptions about
the distribution of the error term (e.g., they are normally
distributed).
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Relaxing no multicolinearity

Problem: Exact multicolinearity
Issue: We can’t calculate anything
Test: Stata gets angry and drops stuff
Solution: Get rid of problem variable(s)

Get more data

Note that, if we have multicolinearity that isn’t exact, then the
coefficients and the standard errors are not biased, but the
standard errors are large.

Relaxing the linear model

Problem: Wrong functional form
Issue: Omitted variables bias
Test: Inspect the residuals for grouping
Solution: Hope that you have the right functional form

Relaxing exogeneity

Problem: Endogeneity
Issue: Omitted variables bias

Simultaneity
Tests: F tests to see if excluded variables

should be included
Often, there is none (you can’t test what you

can’t observe)
Solution: Include excluded variables

Find an appropriate research design

The issue here is that the included variables are correlated with
the error term; i.e., E[ε|x] 6= 0.
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Research designs

We’ve seen several research designs. In decreasing order of
compellingness, we have:

Randomized trials,

Natural experiments,

Event studies,

Regression discontinuity,

Difference-in-differences, and

Instrumental variables.

You should understand the logic behind each one and any
additional assumptions that are necessary (e.g., inclusion and
exclusion restrictions for IV).

If the design is not perfect, you should know how to sign the
bias based upon remaining omitted variables.

Relaxing homoskedasticity

Problem: Heteroskedasticity
Issue: Incorrect standard errors
Tests: Inspect spread of residuals

Breusch-Pagan or White tests
Solution: Robust standard errors are correct, but

estimates are inefficient (i.e., their variances
are too big)

Weighted least squares using estimated variances

Relaxing no serial correlation

Problem: Serial correlation
Issue: Incorrect standard errors
Tests: Autocorrelation function

Breusch-Godfrey test
Solution: Heteroskedasticity and Autocorrelation Consistent

(HAC) standard errors are right, but
estimates are inefficient.

Include lags of the outcome and predictors to
achieve a dynamically complete model
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Heteroskedasticity and autocorrelation

Note how heteroskedasticity and autocorrelation are similar
problems. We can either do a simple, but inefficient fix (some
kind of robust standard errors) or change our model to accord
with the assumption by weighting or lagging respectively. This
gives consistent estimates.

Stationarity

Every variable in our model, outcome and predictors, need to
be stationary:

The mean of the variable cannot vary across time

The variance of the variable cannot vary across time

The correlation between any two periods must depend only
upon how far apart they are

There are two different types of non-stationarity:

Difference stationary
Remedied by first differencing

Trend stationary
Remedied by detrending

The Dickey-Fuller test identifies the type of non-stationarity
and we must be sure to apply the appropriate remedy.

Hypothesis testing

Once we have our estimates, we can create confidence intervals
around the parameters.

We can conduct hypothesis tests singly using tests based upon
the normal distribution or jointly using F tests.

An important joint test is the significance of all the predictors
in our model; this test is related to R2.

These tests can be modified to be “robust.”
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