
Stationarity

Charlie Gibbons
University of California, Berkeley

Economics 140

Summer 2011

Outline

1 Definition

2 Types of non-stationarity

3 Detrending

4 Random walks and first differencing

5 Dickey-Fuller tests

Stationarity

With autocorrelation, we need to assume that our stochastic
process is stationary, with the properties

E(yt|xt) = µ (time-invariant mean),

Var(yt|xt) = σ2 (time-invariant variance), and

Cov(yt, yt−s|xt, xt−s) = Cov(yt, yt+s|xt, xt+s) = γ(s)

(Note that the covariance is not a function of t, but rather the
absolute value of the distance between the two periods); γ(s) is
called the autocorrelation function.

Stationarity essentially means that probability distributions are
stable over time; yt are identically distributed, though not
independent.
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Why stationarity?

Why is stationarity important?

If we say that yt can change in an arbitrary way (i.e., one where
the probability distribution is not stable over time), then how
can we learn about patterns?

Put another way, econometrics is about using data to learn
about means. If each point in time has a different mean, we can
never have multiple data points to average to estimate that
particular mean. We need to assume a constant mean so that
we can take averages and get meaningful results.

Additionally, regressions involving non-stationarity variables
often lead to incorrect spurious results.

Spurious regression example

Suppose that we regress my weight at age t on your weight at
age t:

yt = β0 + β1xt + εt.

What do we expect β1 to be?
0; your weight doesn’t cause mine.

Biased estimates

Suppose that the true models are non-stationary (here, trend
stationary):

yt = α0 + α1t+ νt

xt = γ0 + γ1t+ ηt

or

t = −γ0
γ1

+
1

γ1
xt −

ηt
γ1
.

In our proposed regression, we have an omitted variables
problem: t is missing. Hence, β1 = 0 + α1

γ1
.

It is very likely that we get a significant coefficient due to the
bias. This would imply that a good way for me to lose weight
would be for you to lose weight.
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Additional problems

Even if there isn’t a trend term, the usual hypothesis testing
procedures will be inaccurate if there is heteroskedasticity (i.e.,
time-varying variances) or unaccounted for serial correlation.
Any of these causes can lead to spurious results.

Weak dependence

To the assumption of stationarity, we must add the assumption
of weak dependence or asymptotic uncorrelation: as s increases,
γ(s) goes to 0.

For an AR process, we need to assume |ρ| < 1.

Types of non-stationarity

There are two types of non-stationarity:

Trend stationary: y is composed of a trend term plus a
stationary component; e.g.,

yt = β0 + β1t+ εt,

where εt is AR(1) with |ρ| < 1.

Difference stationary: y is composed of a non-stationary
component; e.g.,

yt = yt−1 + νt.

This is an AR(1) model with ρ = 1. This is a random walk
model.
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Solutions

Depending upon the type of non-stationarity, we have different
approaches to achieving a stationary process.

Trend stationary: Model the trend for yt and subtract it,
leaving only the stationary component. This is called
detrending.

Difference stationary: Take the difference between two
periods to achieve stationarity. This is called differencing.

Using the wrong solution can give poor results. Thus, it is
important to differentiate between trend and difference
stationary series.

Trend stationary models

A trend stationary variable has the form

yt = trend terms + εt,

where εt is a stationary AR process (or perhaps even white
noise).

Instead of working with yt, which is non-stationary, we want to
work with εt, the detrended part of yt.

Modeling the trend

What kind of trends do we expect?

1 Linear (period-by-period increase),

2 Annual, and

3 Seasonal (monthly or quarterly).

We run the regression

yt = α0 + α1t+ α2at + α3st + εt,

where at and st stand in for sets of year and seasonal dummies.

Note: There would be 3 quarter dummies or 11 month dummies
included in the model.
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Detrended variable

We calculate the residuals from this regression

et = yt − ŷt

and this detrended variable becomes our predictor or outcome
of interest in the model that we care about.

Though y has a different distribution at different points in time
due to its trend, its deviations from trend are assumed to have
the same distribution at every point in time.

Our actual regression aims to predict not y, but deviations of y
from its trend.

Random walks: definition

Suppose that we have an AR(1) process with no covariates that
is not stationary, i.e., ρ = 1:

yt = yt−1 + vt.

This process is called a random walk.

Infinite memory

Consider:

y1 = y0 + ν1

y2 = y1 + ν2 = y0 + ν1 + ν2

y3 = y2 + ν3 = y0 + ν1 + ν2 + ν3

yT = y0 +

T∑
i=1

νi

We say that a random walk has infinite memory.
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Violations of stationarity

Why isn’t this stationary?

It has a constant mean (E(yT ) = y0).

The variance explodes and is not constant across t:

Var(yT ) = Var

(
y0 +

T∑
i=1

νi

)
=

T∑
i=1

Var(νi) = Tσ2ν .

Also, the covariance between two periods depends upon t.

Requirements for stationarity

So what do we need for stationarity? |ρ| < 1:

y1 = ρy0 + ν1

y2 = ρy1 + ν2 = ρ2y0 + ρν1 + ν2

y3 = ρy2 + ν3 = ρ3y0 + ρ2ν1 + ρν2 + ν3

yT = ρT y0 +

T∑
i=1

ρT−iνi

The impact of each error term becomes weaker and weaker as
time passes—the series “forgets.”

Variance converges

Since the sum of a geometric series is well-defined, the variance
goes to a constant number. Covariance only depends upon the
distance between periods, not their place in the series (i.e., s,
not t).
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Random walks with trend

We can add a drift term α to a random walk:

y1 = α+ y0 + ν1

y2 = α+ y1 + ν2 = α+ α+ y0 + ν1 + ν2

y3 = α+ y2 + ν3 = α+ 2α+ y0 + ν1 + ν2 + ν3

yT = y0 +

T∑
i=1

α+

T∑
i=1

νi = y0 + Tα+

T∑
i=1

νi,

which looks like a linear trend term since it goes up with every
period t.

First differencing

Consider taking the first difference of yt, ∆yt = yt − yt−1. In
the random walk with drift model, we have

∆yt = (yt−1 + α+ νt)− yt−1 = α+ νt,

which is simply an intercept plus white noise, a stationary
process.

Detrending a difference stationary variable

Note that, even if we detrended the difference stationary
variable by running the regression

yt = α0 + α1t+ εt,

we’d be left with an et that would still be a random walk (here,
εt would be a random walk), which is not
stationary—detrending isn’t enough to achieve stationarity.
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Differencing a trend stationary variable

Suppose that we have a variable that has a linear time trend,
but a stationary AR(1) error (i.e., a trend stationary variable).
What if we take first differences?

∆yt = (α0 + α1t+ εt)− (α0 + α1(t− 1) + εt−1)

= α1 + (εt − εt−1) ;

though the trend is gone, we are left with a weird error term
that is no longer AR(1) or white noise. We don’t know how to
deal with the autocorrelation here.

Hence, it is important to distinguish between trend stationary
and difference stationary variables.

Differencing logs

Suppose that we take the first difference of logs:

∆ log yt = log yt − log yt−1.

This is equal to

log

(
yt
yt−1

)
= log

(
1 +

∆yt
yt−1

)
= log(1 + r) ≈ r;

the difference in logs is approximately equal to the growth rate
of y.

A model of the change in log GDP, for example, is a model of
the growth rate of GDP.

Framework

Consider an autoregressive model for y:

yt = ρyt−1 + νt.

y is stationary as long as |ρ| < 1.

Taking the difference, we have

∆yt = (ρ− 1)yt−1 + νt = γyt−1 + νt.

Why not test the null hypothesis that γ = 0, which is equivalent
to ρ = 1, against the alternative that γ < 0?
Our test statistics only work if y is stationary, but the null
hypothesis proposes the opposite.
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Dickey-Fuller test

Yet, we follow the same procedure. We calculate the test
statistic

t∗ =
γ̂

SE (γ̂)
,

but, instead of comparing it to the normal distribution, we
compare it to the Dickey-Fuller distribution. We reject if the
test statistic is less than (i.e., more negative than) the
Dickey-Fuller critical value.

This is called a Dickey-Fuller test.

The null and alternative

This basic Dickey-Fuller test lets us distinguish a difference
stationary/random walk variable (null hypothesis) from a
stationary variable (alternative hypothesis).

What if we think that the alternative is that y is a trend
stationary variable?

Dickey-Fuller with trend

Instead, consider the regression

∆yt = γyt−1 + αt+ νt.

If γ < 0 and α 6= 0, then y would be trend stationary.

Hence, a test of the null that γ = 0 would test for a random
walk and, if that is rejected, a test of α = 0 would be a test of a
stationary versus trend stationary variable.
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Dickey-Fuller with drift

Typically, the Dickey-Fuller regressions include a drift term δ to
ensure that the errors have mean 0:

∆yt = δ + γyt−1 + νt or

∆yt = δ + γyt−1 + αt+ νt.

Adding drift and trend terms increase the critical values of the
test in absolute value, making it more difficult to reject the null
of a random walk.

In fact, the main problem with Dickey-Fuller tests is that they
have low power—i.e., a low ability to find evidence against the
null of a random walk.

Preparing for the Dickey-Fuller test

When we first look at a time series variable, we should look at
its time plot. If there is an obvious trend, we may have a trend
stationary variable.

Next, we look at its autocorrelation function. If this function
decreases slowly, this could be evidence of non-stationarity,
either trend or difference.

If there is no obvious trend in the time plot, we perform a
Dickey-Fuller test with drift. If there appears to be a trend, we
perform a Dickey-Fuller with drift and trend.

How to use the test results

Based upon the results of the Dickey-Fuller test:

1 If we reject the null hypothesis of a random walk and there
is no trend, then we have a stationary variable.

2 If we reject the null hypothesis and there is a trend, then
we should use a detrending procedure.

3 If we fail to reject the null and there is no trend, we should
difference to achieve stationarity.

4 If we fail to reject the null and there is a trend, differencing
may not be sufficient; we may need to detrend as well.

After performing detrending or differencing, we should check
our new variable to ensure that it passes the Dickey-Fuller test.

Now, we can perform the Box-Jenkins procedure using our
(newly) stationary variable(s).
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