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Confidence interval definition

Suppose that we are interested in the population mean µ. We’d
like to find a range of values mL to mU such that the expected
probability of µ lying in that range is equal to 1− α. This is
known as a 100(1− α)% confidence interval.

In math, we want

Pr
(
mL < µ < mU

)
= 1− α.
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Solving

Let’s subtract our value of µ̂ from all sides:

Pr
(
mL − µ̂ < µ− µ̂ < mU − µ̂

)
= 1− α.

Now, divide all sides by the standard deviation of µ̂

Pr

(
mL − µ̂√

Var (µ̂)
<

µ− µ̂√
Var (µ̂)

<
mU − µ̂√

Var (µ̂)

)
= 1− α.

Solving, con’t

Lastly, multiply everything by −1—this changes the direction of
the inequalities!

Pr

(
µ̂−mL√

Var (µ̂)
>

µ̂− µ√
Var (µ̂)

>
µ̂−mU√

Var (µ̂)

)
= 1− α.

Standardized random variables

Our estimate µ̂ is a random variable whose mean is µ (because
it’s unbiased). The expression

µ̂− µ√
Var (µ̂)

takes a random variable, subtracts its mean, and divides by its
standard deviation. This is a standardized random variable.

The central limit theorem tells us that this has a standard
normal distribution.
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Separation

Now we have

Pr

(
µ̂−mL√

Var (µ̂)
> Z >

µ̂−mU√
Var (µ̂)

)
= 1− α.

The laws of probability let us write this as

1− Pr

(
µ̂−mL√

Var (µ̂)
< Z

)
− Pr

(
Z <

µ̂−mU√
Var (µ̂)

)
= 1− α.

Equal tail probabilities

Let the probability of being in each tail be the same. Then we
have:

1− 2× Pr

(
Z <

µ̂−mU√
Var (µ̂)

)
= 1− α

Pr

(
Z <

µ̂−mU√
Var (µ̂)

)
=
α

2
.

Calculating bounds in Stata

Typically, α = 0.05. To figure out what µ̂−mU√
Var(µ̂)

has to be for

this to hold, we give this command to Stata:

di invnormal(0.025)

where 0.025 = 0.05
2 = α

2 .

Notes

Notes

Notes



Upper bound example

As an example,

Pr (Z < −1.96) = 0.025 =
α

2

=⇒ µ̂−mU√
Var (µ̂)

= −1.96

mU = µ̂+ 1.96
√

Var (µ̂)

Lower bound example

Similarly,

Pr (Z > 1.96) = 0.025 =
α

2

=⇒ µ̂−mL√
Var (µ̂)

= 1.96

mL = µ̂− 1.96
√

Var (µ̂)

So our 95% confidence interval is:[
µ̂− 1.96

√
Var (µ̂), µ̂+ 1.96

√
Var (µ̂)

]
.

Critical values

1.96 is called the critical value for a Normal distribution. The
critical value is defined as:

Pr (Z > zc) = Pr (Z < −zc) =
α

2

These probabilities are equal because the Normal distribution is
symmetric.

Here we care about our estimate being “too high” (the first
probability—the upper tail) and being “too low” (the second
probability—the lower tail).
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Summary

We can write the general expression for confidence intervals as:[
µ̂− zc

√
Var (µ̂), µ̂+ zc

√
Var (µ̂)

]
.

This means that, if we repeated our estimation on many
samples, then the true parameters would lie in these regions
95% of the time.

We say that this range has a 95% probability of covering the
true value.

Confidence v. prediction intervals

We can create a confidence interval for the expected value of y:

Pr(mL < E[y] < mU ) = 1− α.

A prediction interval predicts y itself, not its expected value:

Pr(ŷL < y < ŷU ) = Pr(ŷL < µ+ ε < ŷU ) = 1− α.

Though both intervals have the same midpoint, the prediction
interval has a higher variance because it takes into account the
variability of our estimates as well as the variability of our error
term.

Both are constructed as described for confidence intervals; just
the estimate of the standard error is different.

Hypothesis testing framework

Suppose that you have a guess about what the population mean
is equal to—a hypothesis. For example:

H0 : µ = b

H1 : µ 6= b

H0 is known as the null hypothesis and H1 is the alternative
hypothesis.

We are either going to reject or fail to reject our null hypothesis.
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Type I and Type II errors

Four things could happen:

H0 is true H0 is false
Do not reject H0 Correct Type II error

Reject H0 Type I error Correct

We want to be wrong as infrequently as possible.

We pick α = Pr(Type 1 error) to be the probability that we
reject our null hypothesis even though it is true.

For the fixed Type I error, we want to minimize the Type II
error.

1− Type II error is called the power; equivalently, we want to
maximize the power of our test.

A courtroom example

Consider being on a jury, with the previous table relabeled
under the null hypothesis of not guilty:

Not guilty Guilty
Do not convict Correct Type II error

Convict Type I error Correct

We can minimize the Type I error by never convicting anyone,
but that would mean that we let a lot of guilty people go free;
in other words, we have a high Type II error.

We could make sure that every guilty person goes to jail by
convicting everyone, but that would require convicting a lot of
innocent people; minimizing the Type II error leads to a high
Type I error.

There is a trade-off between Type I and Type II errors.

General hypothesis testing procedure

To do hypothesis testing, we:

1 Assume that our H0 is true.

2 See how unlikely it is that we would get our estimate µ̂
assuming that H0 is true.

Under the null, µ̂ ∼ N (b,Var (µ̂)).

We ask, “given that the null hypothesis is true, how surprised
are we by our data?”
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Solving

Let’s calculate the probability of getting an estimate further
away from b than our realized estimate µ̂. This is the
probability of being in the tails of the distribution of the
estimator µ̂:

Pr (µ̂− b > |µ̂− b|) + Pr (µ̂− b < − |µ̂− b|) .

Solving, con’t

Let’s divide by the standard deviation of µ̂, which we estimate
using the standard error of µ̂:

= Pr

(
µ̂− b√
Var (µ̂)

>
|µ̂− b|√
Var (µ̂)

)

+ Pr

(
µ̂− b√
Var (µ̂)

< − |µ̂− b|√
Var (µ̂)

)
.

Test statistic

µ̂−b√
Var(µ̂)

is a standardized random variable.

So now we have

= Pr

(
Z >

|µ̂− b|√
Var (µ̂)

)
+ Pr

(
Z < − |µ̂− b|√

Var (µ̂)

)
.

This a distribution that we can calculate (the Normal) and a

value for this distribution

(
|µ̂−b|√
Var(µ̂)

)
that is known. This value

is called a test statistic.
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Summary

Let

t∗ =
|µ̂− b|√
Var (µ̂)

be our test statistic.

This gives us

Pr (Z > t∗) + Pr (Z < −t∗)
= 2× Pr (Z < −t∗) ≡ p,

the probability of getting a value of |µ̂−b|√
Var(µ̂)

or more extreme.

The simplification happens due to the symmetry of the Normal
distribution.

The test statistic in Stata

To calculate this probability, we can ask Stata using the
following command:

di 2 * normal(−t∗)

p-values

The probability of observing a µ̂ at least as far from your null
hypothesis as your actual estimate given that the null
hypothesis is true is called the p-value. In the preceding slide,
the p-value is p.

The p-value is not the probability that the null hypothesis is true.
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Fundamental problem of statistics

We learn Pr(data | null hypothesis), not
Pr(null hypothesis | data).

How can we go from the former to the latter, the actual
quantity of interest?

Frequentists can’t; this is called the fundamental problem of
statistics.

Rejecting the null hypothesis

When do we reject the null hypothesis?

Under the p-value approach, we reject if p < α.

Under the test statistic approach, we reject if t∗ > zc, the
critical value as we defined earlier.

Hence, we reject the null if the estimate that we get µ̂ is too
extreme relative to the null hypothesis, which suggests that the
null is an unreasonable guess relative to the data that we
observe.
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Failing to reject

We fail to reject the hypothesis if

It is true,

By chance, we get an extreme value for our estimator that
is close to our null, or

We lack the power to detect the effect.

Power is increasing when

Our null hypothesis is farther from our estimate or

Our standard errors get smaller.

Our standard errors get smaller when we have more
observations.

Intuitive notions

Confidence intervals and hypothesis tests are very similar.

A confidence interval asks, given a tail probability α and the
assumption that µ = µ̂ (i.e., that our unbiased estimator gives
us an estimate that is the true mean), what data-based
boundaries produce this tail probability?

A hypothesis test asks, given a data-based test statistic and the
assumption that µ = b (i.e., that our null hypothesis is true),
what is the probability of being in the tails?

Relating these concepts

A confidence interval contains all the values for null hypotheses
that cannot be rejected at the α level.

A hypothesis that is rejected at the α level is outside of the
100(1− α)% confidence interval and a hypothesis that cannot
be rejected at that level is contained in that confidence interval.

Thus, it is said that a hypothesis test is an inverted confidence
interval and vice-versa.
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