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Consequences

Heteroskedasticity: Var (εi | X) = σ2i .

Why are we worried?

Our formula for the standard errors is wrong.

This means that all our tests are wrong.

Our estimates are no long efficient and thus not BLUE.



Regression model

We might want to test whether our data exhibit
heteroskedasticity.

First, run the regression of interest:

yi = β0 + β1x1i + β2x2i + εi.

Remember, the estimates of the coefficients are still unbiased.



Definitions

If our coefficients are unbiased, then the residual ei is an
unbiased estimate of εi.

We have
σ2i = Var(εi | X) = E

[
ε2i | X

]
;

let’s say that e2i is like ε2i .



Ideas behind the test

We claim that E
[
ε2i | X

]
varies across observations. How can

we test this?

Let’s look at whether E
[
e2i | X

]
varies across observations.

How can we tell if it varies? See if it is related to other stuff
that varies across observations, like our predictors.



Breusch-Pagan test

We run the auxiliary regression

e2i = α0 + α1x1i + α2x2i + ηi

and get the R2
a.

The statistic N ×R2
a is distributed χ2

K , where K is the number
of predictors in this regression.

Using an F test of whether α1 and α2 are 0 gives similar results,
but assumes normal errors.



White test

White proposed modifying the auxiliary regression to be

e2i = α0 + α1x1i + α2x2i + α3x
2
1i + α4x

2
2i + α5x1ix2i + ηi;

i.e., he includes the squares of the predictors and all pairwise
interactions.

The test statistic remains the same, but the degrees-of-freedom
of the null distribution goes up; here, to 5.



Simplified White test

We can do a simplified White test with the auxiliary regression

e2i = α0 + α1ŷi + α2ŷ
2
i + ηi,

where the null distribution only has 2 degrees-of-freedom, no
matter how many predictors go into ŷ.



Basic heteroskedasticity example

An example we saw previously: impact of school size on average
fourth grade test score.



Variance of the mean across sample sizes



Variance of the sample mean

Why do we have heteroskedasticity here?
Recall that the variance of the sample mean for school s is

σ2

Ns
,

assuming that each kid has the same variance in score no
matter what his school size is.



Changing the outcome

Consider ȳs
√
Ns.

See that

Var
(
ȳs
√
Ns

)
= NsVar(ȳs)

= Ns
σ2

Ns
= σ2.

Problem: Not unbiased anymore.



Reformulating as a regression

We can calculate the sample mean using a regression:

ȳs = β0 × 1 + εs;

β0 is the sample mean.

Apply algebra:

ȳs
√
Ns = β0

√
Ns + εs

√
Ns;

β0 is unchanged, but the outcome and “predictor” have
changed. There is a new error term that has constant variance.



Weighted average

In this case, we have

β̂0 =

∑S
s=1

√
Nsȳs

√
Ns∑S

s=1

√
Ns

2 =

∑
Nsȳs∑
Ns

=
∑ NS∑

Ns
ȳs

(see pages 58–59 in Wooldridge).

This is a weighted average, where large schools get more weight.

Why? The average test score is better measured (i.e., it is more
precisely measured) at big schools, so we upweight those schools.



Simple regression

We can expand the idea to a simple regression:

ȳs = β0 + β1Ns + εs

becomes √
Nsȳs = β0

√
Ns + β1Ns

√
Ns + εs

√
Ns.



Weighted regression

See that OLS minimizes∑(√
Nsȳs − b0

√
Ns − b1Ns

√
Ns

)2
.

This is the same as minimizing∑
Ns (ȳs − b0 − b1Ns)

2.

See that we just weight each residual differently.

Changing every variable is annoying. Weighted regression gives
the same result. This is a special case of generalized least
squares (GLS).



Back to BLUE

Note that we now have a regression that is homoskedastic—the
variance of our new outcome is the same for all schools.

All the GM assumptions hold, so we are BLUE.

The interpretation of our coefficients do not change; we just
perform a weighting, pre-estimation step that doesn’t change
our model.

OLS and GLS give different answers because we are
upweighting more precise outcomes in GLS. This improves the
efficiency of our estimators.



Other applications

Similar weighting scheme applies when you have average state
income, for example, as an outcome.

Do at home: Find the appropriate weights when you have
aggregate state income as an outcome. What assumptions are
you making?



Unknown variances

Suppose that we know that our outcome is heteroskedastic, but
we can’t derive how.

Run the regression

y = β0 + β1xi + εi.

Note: Since the coefficients are unbiased, our residual is an
unbiased estimator for the error term.



Definition of σ2
i

We have
σ2i = Var(εi | X) = E

[
ε2i | X

]
.



Estimating σ2
i

To estimate σ2i ,

1 Run the standard regression.

2 Get the residuals, ei.

3 Square the residuals, e2i , and take their log, log
(
e2i
)
.

4 Regress log
(
e2i
)

on our predictors.

5 Get the predicted values, ̂log
(
e2i
)
.

6 Calculate exp
[
̂log
(
e2i
)]

, our estimate of σ2i .



Huh?

Why is this process so involved? Why not use e2i as an
estimator of σ2i ?

This simple estimator actually induces omitted variables bias.
See that e2i is a function of εi, so including it in our model
would add bias.

Our estimator of σ2i is predicted using variables from our main
regression, so it won’t induce bias.



FGLS

Using these estimated variances in GLS is called feasible
generalized least squares.

If we have to estimate our weights, we are no longer unbiased,
only consistent.

But, we are still efficient.

If our estimates for the weights aren’t consistent (i.e., our
model of log

(
e2i
)

is wrong), then our coefficient estimates aren’t
even consistent.

Hence, people have largely stopped doing FGLS.



Dropping BLUE

The goal of GLS and FGLS was to get back to a homoskedastic
model, getting the GM assumptions, and thus a BLUE
procedure.

They change the estimation procedure, giving different
estimates than OLS.

If we just did OLS, our standard errors would be wrong, often
too small.

What if we kept our OLS estimates, but changed their standard
errors to allow for heteroskedasticity?



Robust standard errors

We can use Eicker-White heteroskedasticity robust standard
errors that do not change our estimation procedure, just change
how we calculate the standard errors.

Our coefficient estimates are the same as OLS (which are
unbiased and consistent), but their standard errors are different.

This implies that these estimates are not BLUE.

We would typically use robust standard errors after running our
GLS school size regression to allow for the fact that the
variance in test scores for kids may vary across schools for
reasons other than school size.

Robust standard errors are now standard (i.e., required) for
microeconometrics.
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