
Non-Linear Models:
A Logit Example

Charlie Gibbons
ARE 212

Spring 2011



Outline

1 Logit foundations

2 Limitations
Scaling
Independence from Irrelevant Alternatives
Separation

3 Solving the model
Maximum likelihood
Method of moments

4 Interpretation
Moment conditions
Coefficients
Marginal effects

5 Goodness of fit



Reference

For reference, see: Train, Kenneth E. 2003. Discrete Choice
Methods with Simulation. Cambridge University Press: London.



Framework

Suppose N individuals indexed n choose one object among J
alternatives indexed j, each giving a utility Unj .

The utility can be decomposed into a part observed by the
researcher, Vnj and an unobservable part, εnj . These two pieces
are assumed to be uncorrelated and together they form an
additive random utility model.

Additionally, the errors are uncorrelated across choices for an
individual as well as across individuals. They also must have
the same variance.

Individuals choose the alternative yielding the highest utility.



Probabilities as expectations

We want to calculate the probability that an individual chooses
option j. Let ynj be an indicator of this choice. Note that we
have

Pr(ynj = 1 | X) = E[ynj | X];

we can use the tools that we have for calculating conditional
expectations to model this probability.

The linear model is not a good choice, however, as it delivers
predicted values across the real line, though probabilities must
be between 0 and 1.



Utility maximization

Individual n chooses alternative j with the following probability:

Pnj = Pr[Unj ≥ Uni ∀ i 6= j]

= Pr[Vnj + εnj ≥ Vni + εni ∀ i 6= j]

= Pr[εnj + Vnj − Vni ≥ εni ∀ i 6= j].

In the logit framework, errors of the unobserved component
have a type 1 extreme value distribution, defined by:

f(εnj) = e−e
−εnj

e−εnj

F (εnj) = e−e
−εnj

.



Calculating the probability

Assuming that the error terms are independent, we can use the
EV CDF to find

Pnj |εnj =
∏
i 6=j

Pr[εnj + Vnj − Vni ≥ εni]

=
∏
i 6=j

exp [− exp (−(εnj + Vnj − Vni))].

To get the unconditional distribution, we must integrate over all
values of εnj weighted by their distribution:

Pnj =

∫ ∏
i 6=j

exp [− exp (−(εnj + Vnj − Vni))]e−e
−εnj

e−εnj dεnj .



Simplifying

Fortunately, we get a beautiful answer:

Pnj =
eVnj∑
eVni

,

which is estimated using Vnj = x′njβ:

Pnj =
ex
′
njβ∑
ex
′
niβ

.



Differences in utility

Now, consider a simplification: we only have two choices and
estimate only one probability. This is the simple, most common
logit model. Here, we consider the differences in utility

Pr[Vn1 − Vn0 ≥ εn0 − εn1]

and we model
Vn1 − Vn0 = x′nβ.

If the x covariates vary across alternatives, we could have
x′n = x′n1 − x′n0.



Logistic distribution

The extreme value distribution gives the differences in ε’s a
logistic distribution:

Fεni−εnj (Vnj − Vni) =
1

1 + exp (−(Vnj − Vni))
.

This distribution looks similar to the normal (recall that
differencing normals yields a normal), but with slightly fatter
tails, which makes logits less susceptible to outliers than probits
(which are based upon normals).



Comparison of the approaches

Start with a full two alternative model and note that it can be
rewritten as a differenced model:

Pn =
eV

1
n+ε1n

eV 0
n+ε0n + eV 1

n+ε1n
=

eV
1
n−V 0

n+ε1n−ε0n

1 + eV 1
n−V 0

n+ε1n−ε0n
=

ex
′
nβ+ε̃n

1 + ex′nβ+ε̃n
.

This is due to the relationship between the EV and logistic
distributions. The main difference is that the EV error terms
have variance π2

6 , whereas the logistic errors have variance π2

3 .

Your data set would contain a row for each alternative for each
person if following the first approach, whereas it would only
contain one row for each person if you were following the
differenced approach.



Properties

Notice:

The choice probability is bounded between 0 and 1.

Probabilities are never exactly 0 or 1.

As Vnj gets bigger, utility is increasing, and the probability
of choosing that alternative increases.

As Vnj gets smaller, utility is falling, and the probability of
choosing that alternative decreases.

The probabilities across all alternatives j sum to 1.



Scaled utility

Logit assumes that the unobserved portions of utility are
uncorrelated across alternatives and that their variances are the
same. Further, the parameters and the variance of the
unobserved term in logit are not separately identified.

We normalize the variance of the unobserved term to π2

6
(variance of the extreme value distribution) and scale the
coefficients appropriately:

Unj = xnjβ + εnj ; Var(εnj) = σ2

Ũnj = xnj
β
σ
π√
6

+
εnj
σ
π√
6

= xnj
β
σ
π√
6

+ ε̃nj ; Var(ε̃nj) =
π2

6



Comparing models

Note: Because of this scaling, coefficients from different models,
even on the same data, are not comparable!

Mixed logit models can accommodate heteroskedasticity and
correlation across alternatives and people (useful for panels of
choices).



Red bus-blue bus problem

Let’s consider the infamous red bus-blue bus problem. Suppose
an individual has the option of driving to work or taking a red
bus. Suppose that he is indifferent between these alternatives,
implying a probability of one-half of taking either mode. Then,
a blue bus that is just as good as the red bus starts service.
How does the introduction of the new bus change the
probabilities of taking the different modes?



An intuitive guess

Intuitively, we would say that the individual still would take his
car half the time, while the other half is divided equally
between the red bus and the blue bus; that is, his choice is
really over the car versus the bus and the color of the bus is
immaterial to him. He takes his car with one-half probability
and the blue and red buses each with one-quarter probability.



Logit result

What does the logit model suggest? This model has an
independence from irrelevant alternatives property. Relating the
probabilities for two different alternatives gives:

Pnj
Pni

=

eVnj∑
eVni

eVni∑
eVni

=
eVnj

eVni
= eVnj−Vni .

Notice that the probability of taking one alternative relative to
another is independent of all other choices.



Logit result, intuitively

So, if taking a blue bus is just as likely as taking a red bus after
the new service, and taking a red bus is just as good as driving,
then the Vn for all modes must be the same and thus the
traveler will take each with one-third probability.



Reason for IIA

While IIA seems inappropriate in this example, it is often
considered a good property for a model to have.

Stated another way, it requires that, if A is preferred in the set
{A,B}, then B cannot be preferrable to A given the set
{A,B,C}.

IIA was one of the features that Arrow sought in an optimal
voting mechanism and early discrete choice theorists saw IIA as
a feature, not a bug, of these models.

Nested logit (generalized extreme value models) can be used to
overcome the red bus-blue bus problem, but the researcher is
required to define “nests” of similar options. Here, IIA is
imposed within, but not across, nests.



Separation

We cannot estimate β if we can perfectly predict ynj using x′nj .
Precisely, suppose that there exists a d such that{

x′njd < 0 if ynj = 0 and

x′njd > 0 if ynj = 1,

then the model is said to suffer perfect separation and will be
unidentified; generally, if there is one d with this property, then
there will be infinitely many.

If these inequalities are weak and hold with equality for at least
one observation, then the model is said to exhibit quasi-perfect
separation; β̂ is uniquely identified, but just barely (i.e., by only
those points that have the expressions hold with equality).



Symptoms of separation

Symptoms include really big coefficients or standard errors,
poor convergence, and log-likelihood values near 0.



Maximum likelihood result

According to the maximum likelihood procedure, β̂ solves the
equations ∑

n

∑
j

xnj

(
ynj − P̂nj

)
= 0,

where P̂nj is a function of β̂.



Non-linear method of moments

Suppose instead that we use the method-of-moments applied to
non-linear least squares. We have the moment conditions∑

n

∑
j

wnj

(
ynj − P̂nj

)
= 0

and want to find the optimal wnj .



Single alternative logit

Let’s use the simplified, differenced logit. Here, our moment
condition becomes ∑

n

wn

(
yn − P̂n

)
= 0.



Optimal instruments

For u ≡ yn − Pn with Var(u | X) = Ω, the optimal instruments
are G′Ω−1, solving

G′Ω−1
(
y − P̂

)
= 0,

where
G′n ≡ ∇βPn.

This is general for the heteroskedastic/time series NLS case.



Gradient of the probability

We find

Gn =
∂Pn
∂β

=
∂

∂β

[
1

1 + exp(−x′nβ)

]
=

exp(−x′nβ)

(1 + exp(−x′nβ))2xn

= xnPn(1− Pn).



Calculating Ω

Making this choice for observation n is a coin flip with
probability Pn; hence, yn has conditional variance Pn(1− Pn),
as given by the Bernoulli distribution.

Note: This is the variance of y, not of the errors in the utility
model.

We assume no correlation of errors across individuals.

Hence, Ω is diagonal with representative element P (1− P ).



Equivalence of MLE and MOM

Putting this together, we have

G′Ω−1
(
y − P̂

)
=
∑
n

xnPn(1− Pn)
yn − Pn

Pn(1− Pn)

=
∑
n

xn

(
yn − P̂n

)
= 0,

which is the same as the maximum likelihood result.

This result generalizes to the full logit case.

Finding an equivalence between your estimator and the MLE is
often really useful because it demonstrates that your estimator
inherits many of the nice features of the MLE.



Exponential family

This actually isn’t that surprising. The logistic distribution (the
distribution of the difference of the error terms used by ML) is
part of the exponential family. The MOM and ML estimators
are the same for all distributions in this family.



Interpreting the moment conditions

Rearranging our moment conditions, we get

1

N

∑
n

∑
j

ynjxnj =
1

N

∑
n

∑
j

P̂njxnj

This implies that the sample average of x among actual choices
(LHS) will be the same as the predicted average of x (RHS).
This is an especially nice feature when alternative-specific
constants are included in the model; then, the share of
alternative j in the sample will be the same as the predicted
share.



Log-odds ratio

In the differenced model, β can be interpreted as the change in
the log-odds ratio:

Pnj =
1

1 + e−xnjβ

1− Pnj =
e−xnjβ

1 + e−xnjβ

Pnj
1− Pnj

= exnjβ

ln

[
Pnj

1− Pnj

]
= xnjβ

d

dxnj
ln

[
Pnj

1− Pnj

]
= β



Marginal effects

We rarely are interested in β itself. Instead, we want to know
the marginal effect of x on the probability of choosing
alternative j:

dynj
dxnjk

=
d

dxnjk

(
ex
′
njβ∑

i e
x′niβ

)

= βk
ex
′
njβ∑

i e
x′niβ
− βk

ex
′
njβ(∑

i e
x′niβ

)2 ex′njβ
= βkPnj(1− Pnj)

Notice that the value of this parameter depends upon the other
β estimates and the levels of the covariates.



Calculating the marginal effect

There are two ways to calculate the marginal effect. The
preferred way would be to calculate the mean of the marginal
effect for each individual:

ξk =
1

N

∑
n

βkPnj(1− Pnj)



An alternate calculation

Alternatively, you could calculate the marginal effect at the
mean values of xnj :

ξk = βk
e−x̄njβ

(1 + e−x̄njβ)2

Notice that you are creating a synthetic person that:

Does not actually exist in your data, requiring
interpolation of your model,

Breaks apart correlations between covariates, and

Uses strange values for dummy variables (e.g., 0.45 for a
black dummy, rather than a 0 or a 1).



Dichotomous treatment

A simpler way to calculate the treatment effect, especially if
you have a dichotomous treatment, is to use the covariates for
all your observations, but set every observation’s treatment
equal to 1. Then, do the same, but set treatment to 0 and
subtract this figure from the former. So if your function is
f(T,X) with treatment T and other covariates X, then
calculate the treatment effect:

ξ = f(1, X)− f(0, X)

This procedure can be used for any function.



Ratio of coefficients

Note that the ratio of two coefficients equals the ratio of their
marginal effects:

ξ1

ξ2
=
β1Pnj(1− Pnj)
β2Pnj(1− Pnj)

=
β1

β2
.

Also, the sign of the coefficient is the same as that of the
marginal effect since

Pnj(1− Pnj) > 0.



Interpreting ratios

The ratio of coefficients can tell us how individuals are willing
to trade-off between two components of utility. Suppose we are
interested in how consumers trade off between xnj1 and xnj2.
Keeping utility the same (so the consumer is indifferent to the
trade-off) and changing these two covariates, we have

dU = β1dx1 + β2dx2 = 0

dxnj2
dxnj1

=
−β1

β2

Notice that the scale is the same for both parameters and thus
cancels out. Hence, ratios of parameters can be compared across
specifications even though individual parameters cannot be.



Auto example

For an economic example, suppose that we are looking at the
utility for a car, x1 is horsepower, and x2 is price. Then −β1β2

is
the willingness-to-pay for a one-unit increase in horsepower.



Likelihood ratio index

The most common measure of fit used with discrete choice
models is the likelihood ratio index. It is:

1−
LL
(
β̂
)

LL(0)
,

which is the ratio of the log-likelihood using the estimated β̂
divided by the log-likelihood of a model with the parameters set
to 0 (i.e., no model). Its range is between 0 or 1 and higher
values are “better,” but it does not have the same intuitive
implications of R2 (i.e., the percentage of variation predicted by
the model beyond the sample mean). In fact, this statistic
cannot be compared across specifications.



Percent correctly predicted

Some papers report the “percent correctly predicted.” Here, the
researcher assumes that the individual chooses the alternative
with the highest predicted probability and determines what
fraction of these predictions were accurate.

But this is not how individuals make the choice and violates the
notions of the model and probability more generally.



Comparing logit and probit coefficients

If you are comparing a differenced (standard case) logit against
a differenced (standard case) probit, divide the logit coefficients

by
√

π2

3 ≈ 1.8 to get an accurate comparison. This is because

you are comparing a model scaled to have the variance of the
unobserved errors be 1 in the probit case and to the above
factor squared for the logit model.

In the undifferenced case, the logit model has a variance that is
π2

6 times larger than that of probit (1), so divided the logit
coefficients by the square root of this factor.
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