
Final Exam: ARE 210

Fall 2015

Due: Wednesday, December 9, 2015 at noon

This exam is due by noon on Wednesday, December 9th. No late exams will be accepted.

You may use Introduction to Mathematical Statisitics by Hogg, Craig, and McKean, DeGroot and

Schervish’s Probability and Statistics, Alder’s R in a Nutshell, my lecture slides, this semester’s

problem sets and solutions, your own notes, and R’s built-in help system. You may not use any

other resources, including notes or other materials from previous editions of this course. You may

not discuss this exam with anyone until after the due date. Any violations of these policies will

result in a 0 for this exam and could result in failure of the course and further disciplinary action.

If questions are unclear, you can e-mail me. Any clarification(s) that I may offer will be

distributed via the class-wide e-mail list.

You must show your work for full credit. Any results given or proven in lecture or on a

problem set can be used directly; otherwise, you should prove the result for full credit. If you are

not able to prove a result, partial credit will be given for logical explanations.

1 A day at the beach

You have been asked to estimate the average number of people who visit a stretch of beaches. The

shoreline has been divided into S segments. On day d ∈ {1, . . . , D}, you visit one randomly-chosen

segment s at time t ∈ {1, . . . , T} (all of which are discrete values; i.e., time is going to be rounded

into periods). You collect two sets of data:1

• The number of people on segment s at time t on day d, Nds(t) (note the parentheses around

t), by counting everyone on the segment; and

• The number of people who arrived at segment s at time i and intend to leave the segment at

time j for all i ≤ t and j ≥ t, Ndsij (note the lack of parentheses and the double time index),

by surveying a randomly-chosen subset of beachgoers.2

1The subscript notation discussed here will have similar meaning throughout the problem.
2I’ll use the term “beachgoer” to mean someone who visits the segment. Assume that a beachgoer arrives at the

immediate start of his period of arrival and departs at the immediate end of the period—i.e., he is on the beach for
the entirety of any period that he is on the beach. Also, assume that he only visits a single segment each day and
only visits that segment once during the day. Lastly, assume that the arrival-departure times are independent across
beachgoers.
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1.1 (25 pts) Estimating the total number of visitors

Consider the following notation:

Nds = Number of people who visit segment s at any time on day d (total visitors to segment s)

Nd = Number of people who visit any segment at any time on day d (total visitors to all segments).

The goal is to estimate µ ≡ E [Nd].

1. (1 pt) Write Nd as a function of Nds.

2. (2 pt) How would you estimate Nd if you knew the Nds for the segment that you actually

visited?

3. (2 pt) How would you estimate E [Nd] given your estimates of Nd for all days?

4. (4 pts) Are you concerned about estimating E [Nd] when you aren’t able to visit every segment

every day? Explain.

Now, consider the following probabilities:

p(t) = Pr(a beachgoer is on the beach at time t | visits the beach at some point)

pij = Pr(a beachgoer arrives at time i and leaves at time j | visits the beach at some point).
(1)

Note that we assume that these probabilities are the same for all days d and all segments s.

5. (2 pts) For a given time t, write p(t) as a function of the set {pij}.

6. (3 pts) What is the sum of p(t)? How does it compare to 1?

7. (1 pt) For a given time t, write p(t) as a function of Nds(t) and Nds.

8. (4 pts) Suppose that you knew p(t). Given the data that you collected, what would be your

estimator for E [Nd]?

9. (6 pts) What is the average amount of time spent on the beach (measured in however t is

denominated, i.e., “periods”)? Show that it is a weighted sum of the {p(t)}—what are the

weights?3

1.2 (15 pts) A simple example

Let’s look at a simplified example with only two time periods: morning and afternoon.

10. (5 pts) Suppose that you count 6 people in the morning and 6 people in the afternoon.

Would these counts be consistent with p(morning) = 1/2? Would they be consistent with

p(morning) = 1?

3This is implicitly conditional on visiting the beach at some point during the day.
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11. (5 pts) Would your results change if you obtained more data (i.e., from more days or more

segments)?

12. (5 pts) What do your results imply about your estimate of E [Nd] using this information?

1.3 (15 pts) Setting up maximum likelihood

Let’s consider performing maximum likelihood estimation for the {pij} using the arrival-departure

data.

13. (4 pts) Explain why we should maximize probabilities of the following form:

πijt = Pr(Arrive in period i and leave in period j | On beach at time t). (2)

14. (3 pts) Rewrite Equation 2 as a function of {pij}.

15. (8 pts) Considering all segments across all days, find the log likelihood as a function of {pij}.4

1.4 (35 pts) Estimation

At last, let’s do some estimation. The area of interest has 500 segments. You are given a data set

where each row is a segment-day observation with the following variables:5

• total count is the total number of people counted on the beach;

• time intercept is the time that the count occurred;

• Variables with names of the form NXX YY, which report the number of people who were

surveyed and arrived at time XX and intend to leave at time YY.

Here are some R hints:

• The function is.na tests whether a value is NA or not. ! negates values (i.e., flips TRUE

to FALSE and vice versa). Hence, !is.na(mat) tells you which elements of a matrix are

not missing. You can apply this to the arrival-departure columns of the data to determine

whether arrival-departure pairs could possibly be observed.

• * performs pairwise multiplication for two vectors of the same length.

• %*% performs matrix multiplication (for example, a matrix times a vector). It is wrong to use

* to do matrix multiplication.

• To be able to do matrix multiplication, you need a matrix. To turn a data frame called df

into a matrix, use mat <- as.matrix(df).

4For notational convenience, define tds as the time of the count on day d on segment s.
5Assume that no one arrives before 7am or leaves after 8pm.
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• mat[is.na(mat)] <- 0 replaces all missing values in a matrix called mat with 0. You may

want to do this before matrix multiplication to ignore values in those cells.

• rowSums sums values across a row; you should note that the argument na.rm to this function

tells it to treat missing values as 0 (i.e., ignore them).

• When using optim, set the option method = ’BFGS’.

• You can use by(variable, group, sum) to calculate the sum of variable separately by

group as defined by the variable group (e.g., the total number of people ever counted at a

particular time).

16. (10 pts) Code the log likelihood and optimize. Note: incorporate restrictions on parameters

into the likelihood.6

17. (4 pts) Give estimates of {p(t)}.

18. (3 pts) What is the expected amount of time spent on the beach?

19. (4 pts) Using the formula that you derived in Part 8 and your estimates of p(t) from Part 17,

estimate E [Nd].

20. (10 pts) Perform bootstrapping to calculate a 95% confidence interval for E [Nd].

21. (4 pts) Are you concerned about the conclusion that you reached in Part 12? Explain.

1.5 (10 pts) Evaluating assumptions

Let’s consider some underlying assumptions.7

22. (5 pts) In setting up the problem, we assumed that the probabilities of being on the beach in

Equations 1 were the same for all segments. How might this assumption be violated? Provide

at least one example.

23. (5 pts) In setting up the problem, we assumed that the probabilities of being on the beach in

Equations 1 were the same for all days. How might this assumption be violated? Provide at

least one example.

6Hint: there are two types of restrictions.
7In these questions, your examples should be specific—“because some beaches may be more popular than others”

is too vague (and, as a hint, wrong for both parts of this section).
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