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1 Logit estimation

Suppose that product j gives individual i utility Uj = εji + θpji, where εji is i.i.d. extreme

value and j = 1, 2. Let yi = 1 if person i chooses product 1. Then the probability of choosing

product 1 is

Pr(yi = 1) =
1

1 + exp (−θ(p2i − p1i))
≡ qi.

1.1 MLE estimating equations

The likelihood of observing the choices that we do is

fn(y | θ) =
∏
i

[
qyii (1− qi)1−yi

]
.

Taking the log, we get ∑
i

[yi log(qi) + (1− yi) log(1− qi)]

=
∑
i

[
yi log

(
qi

1− qi

)
+ log(1− qi)

]
.

See that
qi

1− qi
=

1

exp (−θ(p2i − p1i))
.

Substituting, we get ∑
i

yi [θ(p2i − p1i)] + log(1− qi).

or ∑
i

yi [θ(p2i − p1i)]− log (1 + exp(θ(p2i − p1i))).

1



To maximize, we take the derivative with respect to θ and set to 0:∑
yi [p2i − p1i]− q̂i(p2i − p1i) =

∑
(yi − q̂i) [p2i − p1i] = 0.

We can’t solve this by hand; we need to use numerical optimization.

1.2 Estimation using R

Let’s create some fake data:

set.seed(1017)

price.diff <- rnorm(100, sd=5)

theta <- 0.5

qi <- 1 / (1 + exp(-theta * price.diff))

yi <- rbinom(n = length(qi), size = 1, prob = qi)

First, we write a function that gives the likelihood. But, the optimization functions

in R minimize, so we need to minimize the negative of the log likelihood, which is what we

provide.

logit.ll <- function(theta){
qhat <- 1 / (1 + exp(-theta * price.diff))

-sum(yi * (theta * price.diff) - log(1 + exp(theta * price.diff)))

}

Next, we can optimize:

logit.mle <- optimize(logit.ll, interval=c(-1, 1))

logit.mle

$minimum

[1] 0.512

$objective

[1] 40.1

Thus, we have θ̂ = 0.512.

Alternatively, we could find the sum of the scores
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logit.score <- function(theta){
qhat <- 1 / (1 + exp(-theta * price.diff))

-sum((yi - qhat) * price.diff)

}

and use optim with the gradient to find the maximum:

optim(par=0, fn=logit.ll, gr=logit.score, hessian=TRUE)

Warning in optim(par = 0, fn = logit.ll, gr = logit.score, hessian = TRUE): one-dimensional

optimization by Nelder-Mead is unreliable:

use "Brent" or optimize() directly

$par

[1] 0.512

$value

[1] 40.1

$counts

function gradient

24 NA

$convergence

[1] 0

$message

NULL

$hessian

[,1]

[1,] 102

Note that we also had optim return the Hessian. We know that the variance of θ̂ will

be the inverse of the Hessian.

We can verify our solution using
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summary(glm(yi ~ price.diff - 1, family=binomial))

Call:

glm(formula = yi ~ price.diff - 1, family = binomial)

Deviance Residuals:

Min 1Q Median 3Q Max

-1.964 -0.589 -0.145 0.586 2.163

Coefficients:

Estimate Std. Error z value Pr(>|z|)

price.diff 0.512 0.099 5.17 2.3e-07 ***

---

Signif. codes: 0 '***' 0.001 '**' 0.01 '*' 0.05 '.' 0.1 ' ' 1

(Dispersion parameter for binomial family taken to be 1)

Null deviance: 138.629 on 100 degrees of freedom

Residual deviance: 80.236 on 99 degrees of freedom

AIC: 82.24

Number of Fisher Scoring iterations: 5

2 Survival models

One common problem in survival models is that of right censoring : some individuals leave

the data set before failing. Consider N individuals and suppose that we have the survival

times tj for J individuals, but K individuals are right censored at times tk.

2.1 MLE estimating equations

In this case, the likelihood is

LN =
J∏
j=1

f(tj)
K∏
k=1

S(tk).

4



Taking the log, we have

`N =
J∑
j=1

log(f(tj)) +
K∑
k=1

log(S(tk)).

Often, this is rearranged as

`N =
J∑
j=1

log(f(tj)) +
K∑
k=1

log(S(tk))

=
J∑
j=1

log

(
f(tj)

S(tj)
S(tj)

)
+

K∑
k=1

log(S(tk))

=
J∑
j=1

log (h(tj)S(tj)) +
K∑
k=1

log(S(tk))

=
J∑
j=1

log (h(tj)) +

j∑
i=1

log (S(tj)) +
K∑
k=1

log(S(tk))

=
J∑
j=1

log (h(tj)) +
N∑
i=1

log(S(ti))

=
N∑
i=1

[ci log (h(tj)) + log(S(ti))],

where ci indicates whether we observe the complete spell for individual i.

To perform maximum likelihood, we need to specify the form of the hazard func-

tion h(·). Suppose that we use the Weibull model, which has h(t) = λαtα−1 and S(t) =

exp(−λtα). Then,

`N =
N∑
i=1

{ci [log(λ) + log(α) + (α− 1) log(t)]− λtα}.

2.2 Estimation using R

Consider the Veteran’s Administration lung cancer study data. time is the time of failure

or censoring and status is an indicator for observing a full spell.1

1If you’d like to do a simulation, use

time <- rweibull(1000, shape=2, scale=5); ci <- rep(1, length(time))

Note that our α is equal to the shape parameter and our λ is equal to the scale parameter raised to the
negative of the shape parameter power.
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library(survival)

time <- veteran$time

ci <- veteran$status

We start by writing the likelihood function:

survival.ll <- function(theta){
lambda <- theta[1]

alpha <- theta[2]

-sum(ci * (log(alpha) + log(lambda) + (alpha - 1) * log(time)) -

lambda * time^alpha)

}

Then we optimize:

survival.mle <- optim(c(1,1), fn=survival.ll)

Warning in log(alpha): NaNs produced

Warning in log(alpha): NaNs produced

Warning in log(alpha): NaNs produced

Warning in log(lambda): NaNs produced

Warning in log(lambda): NaNs produced

Warning in log(lambda): NaNs produced

Warning in log(lambda): NaNs produced

survival.mle

$par

[1] 0.0168 0.8523

$value

[1] 748

$counts

function gradient

125 NA

$convergence
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[1] 0

$message

NULL

Hence, we have α̂ = 0.852 and λ̂ = 0.017.

We can verify our solution using

summary(survreg(Surv(time, ci) ~ 1))

Call:

survreg(formula = Surv(time, ci) ~ 1)

Value Std. Error z p

(Intercept) 4.79 0.1078 44.46 0.0000

Log(scale) 0.16 0.0669 2.39 0.0168

Scale= 1.17

Weibull distribution

Loglik(model)= -748 Loglik(intercept only)= -748

Number of Newton-Raphson Iterations: 6

n= 137

Note that our α is equal to the inverse of the scale estimate and our λ is equal to the

exponentiated value of the negative of the (Intercept) term divided by the scale term.
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